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Why MySQL

* MySQLEEMAT 4. ?

@AlibabaDBA: XMW —JEMRY, WEZLRGEWEIOE, i HPCHMySAL, A
BRIFEE, EhEgOER B HIT293MLIRSAL/ F, £ HOPSIASE T/ Fh, £
TPS1175 /%, FHIQPSEIA6. 573/%0, A AMySQLEEM li— IR &%+ T %5,

@hello ] JR: Alipay MySQLEAEHE XW1124K374#¢ 1 15644KSQL, FloraclefEffiLEH
IRRZEE, MEWPERTREEAT. « .

@twitter: ...1in particular, on the number of Tweets per second (TPS).
Last night, Twitter averaged about 9,965 TPS from 8:11pm to 9:11pm PT,

with a one—second peak of 15,107 TPS at 8:20pm PT and a one—minute peak
of 874, 560 TPM.




Why MySQL

5 55 B TR P
VRS it

April 2013
Rank Last Month DBMS Database Model Score Changes
E‘Z%}& E{J*i IZ—‘%E:I:& 1. 1. Oracle @ Relational DBMS 1560.59 +27.20
2. L 3. MySQL & Relational DBMS 1342.45 +47.24
— Oracle’ s MySQL 3. W 5 Microsoft SQL Server #  Relational DBMS  1278.15  -40.21
4, 4. PostgresSQL = Relational DBMS 174.09 -3.07
— Percona . :

5. 5. Microsoft Access # Relational DBMS 161.40 -8.77
— MariaDB 6. 6. DB2w Relational DBMS 155.02 -4.31
7. 7. MongoDB # Document store 129.75 +5.52
8. L g, SQLitew# Relational DBMS £8.94 +5.68
— Planet MySQL 9. W 5. Sybase @ Relational DBMS 80.16 -5.25
10. 10. Solre Search engine 46.15 +2.99

i1. Teradata @ Relational DBMS 44.93
12, 11. Cassandra & Wide column store 38.57 +2.21
13. 12. Redis @ Key-value store 35.58 +3.15
14. 13. Memcached & Key-value store 24.80 -0.17
15. 14.  Informix @ Relational DBMS 24.00 +0.10
ie. 15. HBase @ Wide column store 21.84 +1.40

17. 16. CouchDB & Document store 18.72 +0.42


http://db-engines.com/en/ranking_definition
http://planet.mysql.com/

MySQL Architecture
i

A=A —4
5 oEm

MySQL Server

Enterprise
Management ) Connection Pool ;
Services & Utilities Authentication -Thread Reuse - Connection Limits - Check Memory - Caches E’
Backup & Recovery

R.s;ﬁ:zvm SQL Interface Parser Optimizer Caches & Buffers

Cluste .
Pwpﬁoni'ng DML, DOL, Query Translation, Access Paths, Global and

Instance Manager Stored Procedures Object Privilege Statistics Engine Specific
INFORMATION_SCHEMA Views, Triggers, etc., Caches & Buffers
Administrator

Workbench ’
Query Browser
Migration Tookit

Pluggable Storage Engines
Memory, Index & Storage Management

&
AmAAAaAAzRR

MyISAM InnoDB Cluster Falcon Archive Federated Merge Memory Partner Community Custom

Files & Logs \NS
Redo, Undo, Data, Index, Binary, _ \j;
Error, Query, and Slow v\.f »




Why InnoDB

- FHKH|E
— 1EHRIMYSQLIIFTA B 7 R 51 %59, InnoDBjgME— ] — 3 5 55 55 #Y
H 5] 2,
- EHITZ

— VWE. XATE. WM& . Facebook. Twitter..., 3§ FInnoDB/Ffi 5] #;

« WX
— Oracle’ s InnoDB[A]PA\BFAFE#S 2 HE H BT HRAS ;

— Percona’ s XtraDBZ Bk,

— KB RAE AR MGHPatch (Google/Facebook/Twitter/Alibaba/NetEase. . . )



InnoDB Architecture

* General Architecture
— OLTPB|%&
o ROIHAER RERTIEE A ;
o 1TA7E; AT

— MVCC (£ hA)
o BRI EOracl e
o JIEMCATETRol 1back Segment ([RIFREY) ;

- XHHARA
o B f7ff T Tablespace;
o« HEMFETLog File;

- REFEH

e Buffer Pool;



InnoDB Architecture (£

ZRAIRAL

— Insert Buffer

* Cache “ZRGI KIS, $m B,

— Adpative Hashing
o Fem R EHRAAE,

— Async I1/0
o PREL/OMEK;

— Fuzzy Checkpoint
o R E RERE, XN T RE MR
o R[S IR B R0R

— Double Write
o RV Half-Writtern|a) i,

N’



query

qﬂ""““‘-—bad{gmur\d thread
“merges" buffer
with indexes

— e —_————— e — — — R e (e e T o e stec
(. Memory [imnods butter poot sizes | | &  Disl,
| . critical parameter | |
Thumb mule: 60-80% of RAM | . ibd are placed separetely if
I innodb_file_per_table=1
buffer pool N 3 Table.ibd Otherwise in ibdatat
Page level cache for tables and indexes la— Reads are done in foreground
innodb_read_lo_threads are for read-ahead
Table1 ibd Tablez.ibd Table3.ibd 4 1 ~
pages pages Pages Pages are written in background Files are divided by
XtraDB: |_S.INNODE_BUFFER_POOL_PAGES innodb_write_io_threads. 16K pages
shows content of buffer_poal innodb_flush_method = O_DIRECT Table2.ibd +—1 XiraDB: 4K, 8K, 16K
To avoid caclring in 0% cachea
Insert buffer part of buffer_paol | % I
TrnoDB-std; may take 74 of Buller pool — — . XtraDE: you can view content in
XtraDB: innodb_ibuf_max_size .?ﬁ;liﬁt‘;"gjﬁgﬂ Tabled.ibd |_S.INNODB_SYS_TABLES,
Disable: innodb_change_buffering=0 10 prevent comuptions |_SINNQDB_SYS INDEXES
T

Adaptive hash search - speads up search by
secondary indexes lookups and range scans
XTraDB: check sizes in
SHOW INNCDE STATUS

Opened tables info

InnoDB-std: can grow unlimitedly
XtraDB: innodb_dict_size_limit

Changes
are fixed in
log file via
log buffar

Misc internal memory:
Page hash

File system

Lock system

Recovery system
Threads

XTraDB: check sizes in
SHOW INNODEB STATUS

innodb_log_buffer_size

Ibdatat { system table space )

Data dictionaty

Double write buffer

Inser buffer, Changes o secondary non-
unique indexes are buffered thera.

oS e o  EES s S EEN A EER S EER P EER A EER S EEE S M P WES e S e EES s e e

InnoDB-gtd: rollback segment is 1
XtraDB: innodb_exfra_rsegments

==

Rollback segments

/

_

| 1023 slots per segment
siot siot siot Puointers o undo space
UNDO space MDD space may grow unlimitedly

KtraDB: innodb_use_purge_thread=1

jo use separate threads for cleaning

S

AM-16M Is good value
~

Log buffer

-
-
w
-
®
-
®
®
-
=
Ll
-

Usually changes are fixed
In background “log thread”
an disk with feyncl) command.
innodb_flush_log_at_trx_commit
controls how to faync
I 3

- -

S

REDO LOGS
innodb_log_file_size

InnaDB-std: max size < 4GB
XtraDB: max size < 2TB
innedb_log_files_in_group
{usually 2-3)

S |



What’” s Good in InnoDB

RN NER, 2 nka

— MVCC
« InnoDBRH] T T-OracleZ L) 22 MR A SCE TR I ;
o ILEEMS S InnoDBALHS I Th ) FLf

Al

— Simple First
o InnoDBZEMJSZINfRI ., fU4E: FHRIEH; B+-Tree; KXTA. ..
o TRIBASCAT, SETInnoDBRRINIKIEE —ANFEAL,

— Cluster Index
o RHIHAZFE, & InnoDBLE H kM a1 BEOLTP N FH A &4 e 1 S it



What’” s Bad in InnoDB

BRI R
- RPTER, AAEEIUEEA A L

R AT e 1

— WA RMZ)E, Bugil® CHIRA TR 2, fae ) ;
— HEISTEZAEEL, 5IHEMYSQL 5.1, MySQL 5. 5iZBHE . ..

InnoDB H Ej#EOracleFH
— %EF|Oracle H O HIFE M, DL AN IR SRBE, A 15 XU

BRZ A E R
— a4k R VA R AL IR BT AE 5



What’ s Bad in InnoDB (%)

Simple First/FBIER %
— HE AP R E:

— EA R E:

R BT

— EYEsEIlEE

— KRB, KX REIRRBAK;

Cluster Index

- ROIENEBIRGD, ERERE;

MVCC

— SMEEENEAEROR
—  [H A [ SO 1 B A R

BN 2 S48 ?

12 AE PR HE 5

FH SMemcachedfit &1 H ;
J& % Dy se il b



Why TNT

What’ s TNT?
— B SHHTE R B EE B 2R, My SQLA AR 5] 2,

— TINTLEW Z WE R I AT — RRASAE i 5| SENTSER) Rt _ER RE MoK

— NTSE
* Non—Transaction Storage Engine

-« ARFEFAEGIE;

— TNT
e Transaction Non-Transaction (Storage Engine)

« HEHAHES G ST G



TNT Architecture

* General Architecture

_ OLTPE|%&
o MEHZIE,
o [FAERE; TR

— ALK TNTSE
¢ FOAMIENTSERII 34
« WS EEHT

— MVCC
o ZBIRASFE, EAMNR;
o P SRR T A (GRARLT InnoDBF [RI7R BY)
o ITHEZMA, 5InnoDB—I;
NAEZ AN, AMF B — R 5




FrAEmHT R R, BERidE, UESADRNE
RGE: DRESTEER. FRFEEARETT )

| VSR R AT
iR S

——— — — ——

PR OETNT RS BE b iy [ 48 W i 5, #HEMLRUE
BEGE: CRREITEE WEFEFTR)

T T T
Page Buffer

TR TNT S BE il [ S Sy i, #BELRUEE:
B (5 DRxHRE—MNE TERETR)

Opened Tables Cache

SIEHH C &I
(. S0 )

FRG FE . 15, Global Status. ..

He B S g 7
GRAT IR 4A T HUE T

Other Memories

T, @R, CRER. .

DTC2013

Table 1

25 LAt
HE 3
#3t
IR G I

E——

408 V456 MU o

T
H
E
C
K
P
0
1
N =
T
B2
H
=
%
*=

L 4
Log Buffer
FEEH MO E

Version Pool

Version Pool (M A=) P {EFFZMVCC Bufferdid

HOETER (G EITMVCC Bufferid Y i2 k6 5 7 iR =
R Yersion Pool AT 23 HH i S0 W R A

TR TNTA= L fRedo H &

Log File 2

&X o m




TNT 1) ZE 44 G 38T

- WHEZA, MR
— D T RRARAEEIT A S T2 AR RIS

. Row Cache

- CERGEA, XN TUUmRSES, s T NERAHZE,
- WRICFEREL, AT B EMemcached 1445
- WIRICERREAT, ZA7Re 5800 R — 30k

- ETHE TR ESR
— G/ MRS R AN, LG TR AR IR A/ s A 5 e

—  RYHIETHCRE, HORMEH s I, RARE

- HdET IO E R, KA DI E R



j MVCC Buffer

L. B, MERICE, XMAAEFTRZE,. B ERFAEMCC Buffert;
2. WANICFAHEAMVCC Buffer, {HEEMAHEH R, FERIHALR IR (RowlD) RIFIEMVCC BufferH;

TABLE 1

|
; ' ; 18 ERowID5E B iDL 7E
Haehﬁﬁﬁrﬂﬁ{fﬁjﬁqﬂwﬂﬁ | s b 1 W :

:‘ RowID Hash¥z |
A I— I
| RvDDERFENGRFCRORNKR |
|

MVCC Bufferp) 2~

BEAE R . BIERCFAEIN, MVCC BufferZFMid K, HEXEMNF: #3thEE, TNTS| %588 20 E%, 2#MVeC Buffer
hETE— R, A S RS ERIN . 5 E#ERow Buffer 5SPage Buffer, EFMMVCC Buffer 5 B 2% [6] (Row Buffer
/Page Buffer, $ MHCheckpoint#EiE i 5 FEEE S, Scavengersh 2 BLRUE i)
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l 5| E i FIRowID, FiiflitRowlD i |
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Row Cache

Row Cache, J&FINTHIFT4E4ETF, it FPage Cache, Row Cache R ZB7F vy IR M1 id a0, T aLin o B B0
¥ATHHE,. BT AERFAMEZE. Row Cache, TFETNTHHIFEFFEZ HMMS Main—Memory Storage), 45 B %, MMS
B AL, WMSH e S . MR RIE, 5350 5tRedo H .

T g T — :

I ik BRow Cachel]H 3=, TERow Cache P ERNTRiE —MMS Tablefhti. MMS Tabled& 8 W mH
dligst, F HERICFEHEEEME I, R4 8 FfPage Class, el FLinux #IS1ab4rAl 3% -

. Free Page List(SEM=MMMW) !
| iy
- Page Class[0] « & = Page Class[nl] . & = Page Class[21] I
! Page Class |
i T Min Heap[O] |
: Page Class I
. Page Class .
[ Min Heap[n] - I
' s i
I - I
! |
' i
: ! ¥ ¥ !

| MMS Table Min Heap(/ #FPage Class Min Heap |
HIHETH Page2H Y. BErRS & -7- 0 [0 Fpagei STHESY

Table 2 Table 3




T4 Jry B v S IS G

oxEYHE
— INTHERH R &R THE Z MO R BB 48, E4FRIESHLLTT/T8, Deflateds;
s

— RPRHEARARR, HRAER I BRI, BRI I s A A
WARR

JE4RET(MB)  15625.0 11913.0 12179.0 11550.0 13111.0
48 J5 (MB) 7841.0 7275.0 4818.0 8681.0 3700

E46H 50% 61% 40% 75% 28.2%

—  VEl: TPC-H 10GBEIEE L5,
—  VE2: HIEIE4E, TNTSE44k7K [NTSE;

— 73 HAMEEREENREGE R, 2% H
http://database. chinaunix. net/a2011,/0629/1211/000001211050 1. shtml



TNT 5] 2 i) H AR AL 3

Al A it

—  QUE/MMERE S OptimizeSFHRfF, (ELSEMR, SRLHFHIE,

—  FIEZIRME, BERSERL RABECRE X AME SR

Wik 5 L

- RMUERTTHKREEE R, T isgE

R R
- NIRRT

Bt 3 BE Rt
— INTEIEBER, ARSI RBug 5 ok

SE& B PEREN AR SR

—  INTA—BESSNMERMBAESE, M RSV RS

HES5EHLATIH 6
— INTH|EE, mIDAFIRN SCREH SR SAEH 53R, AP IER,;

EEi'g: %E%%ﬁ%,



DTCC2013

dIT
>
gﬁ

TNT | s #58

FERNBRERER
- Xﬁﬁﬁgﬁﬂﬁ%ﬁﬁgfa
« &5l MMS

RE

TNT_NTSE_BUF_DISTRIBUTION

VLB R E FIThRE

INTEHHE 22X B i F S AF 0L, ATH T #E & A
TNT AR 25 (KR R B

TNT_NTSE DBOBJ_STATS
TNT_NTSE_HEAP_STATS
TNT_NTSE_INDEX_STATS
TNT_NTSE_LOB_STATS

— FRMREE

e Mutex. RW Lock

TNT_NTSE_MMS_STATS

_ TNT_NTSE_MUTEX_STATS INTNFEFRE RIS THER
* Intention Lock TNT_NTSE_RWLOCK_STATS INTA & RIE SRR ITHE B
TNT_NTSE_TABLE_STATS
— ; 'ﬂﬁ%ﬁ TNT_TNT_TRANSACTION_SYS_STATS INTABEFBLRIGTHE B

3 faray
° ;@-E% > Ij‘] ﬁ" ~ TNT_TNT_INDEX_ STATS INTHIZE S| G5 B
TNT_TNT_MHEAP_STATS MVCC Buffer 1 #EfIZEHH 15 2

TNT_TNT_MEMORY INDEX_ STATS MVCC Buffer &5 KISt ER



TNT FJ 4 BE I XA 22

- PERRIAAESR
— SRR G T B BB UL, {6 B AL R

- BIERGERE BWE
o CPUFIFHZAEH;
o /0K FHZAEH;
o T/0GIIEBL. 1/0R\FIK/NEE,

— TNT5|ZENFBE BIWE
o REEINT RGN IR IR TEE B
* #EY*%{%;E\;
o JETUIFH M



TNTHH: Bl U HE 22 (2545

Processor Utilization

BERGERER | b N R |
— CPUF|FH =
TINTS|ZEEBE B

; ; : ; : i
M Jaran/= )oY o S Lo ER-Tor oo ELTere] Zooo 500 GO0
- uteXﬁ’fﬁ‘U\ Elapsed Time <(Minutes?

Hutes Maits

sess . . . .
Trn Sus Hutes
Prepare Hu
Lock Table Mutew
esSion Mutes ——
ases [ B
asae [ i
3500 [~
3000 [ <
$ =see [ <
2000 [ <
1506 [ <
1000 [ <
see [ <
1 it M ke 1l (TR AR PPN PR (RN G VR RPN Y U WUPR A FNU T PRIV S FON TR FURUR AT P PO PRTYY FTTWO FYRT WOP WL VSRRt ERR Ao FTTTITITN RO PR ARSI
o e ¥ NAMALS e tkdatbbdi ket e Ll bkl A 4 v b
° seee 160000 15000 2ea00 25000 sece0 35000 4660
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o TNTH|ZEHBTHIA E 2 Ak

INT

AT HAS

— R, RETL BN AP
+ BIATCPCopy LR, ek ERIAII;

— INTH FKESHFERE
o KNS, SSBAGLMATIER PR

& TR S IHOLTP . H 5

— INTZER 24 ERtEi, A%
INTHIR Z b, B 76 -0 b B ARAL G BRBAT 17 S VI B B ) +

TNT 2. 0. 2-RCERARIGE

L HfT A

MySQL 5. 6. 10-GAFR InnoDBfCHE &

6 HATAEA::

1

|—a

N

——

A)
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TNT vs InnoDB: Tests

e  TNT5 InnoDB St LG,

N
— WIS
Intel (R) Xeon(R) CPU E5-2650 @ 2. 00GHz 32-Core
S8HSASHE, RAID-0 128G Memory

MySQL 5. 1. 49 (TNT3E: T b pr AT &)

— Blogbenchillli
« Blogbenchili L E., NBE E# AN T E, HTEREIINGEEISNH;
o DAYE &
— 1000 /51d3%; 10/NIiEAT;
— AR A 9 TnnoDBEE 2 1 30%;

— TPCClJ3
« TPCC, MRXEHs FEOLTPE RE B T A
o DaHE &
— TPCC% Fifj: Perconatfyftpcc—mysql T Ei;
— 100-warehouses; 32-threads; 10/Mif; 25G Memory;


https://code.launchpad.net/~percona-dev/perconatools/tpcc-mysql

Throughput

BlogBench Transcations Throughput

36,000
34,000 1
32,000 1
30,000
28,000
26,000
24,000
22,000
20,000
18,000
16,000
14,000
12,000 -

10,000

£,000 - 3 S A - .
7
6,000 = \
a :
4,000 / o
2,000
15:49:54  16:01:48 16:13:42 16:25:36 16:37:30  16:49:24  17:01:18 17:13:12 17:25:06 17:37:C
Test Time

—Total TPS




TNT vs InnoDB: Blogbench

- R

— TPS
» TNT: Total (189601210)  Avg(26331)
* InnoDB: Total (48353499) Avg (6715)

« TNTHJavg TPSNInnoDBHI4fEE A

— Response Time
e TNT: Avg (1 ms) 90% (1 ms)
e InnoDB: Avg (4 ms) 90% (14 ms)

o TNTHum BB 8] EAK F- InnoDB;

— InnoDB
« 8MB Log Buffer; 1 GB Log File; <MBinlog;
e innodb flush log at trx commit = 0;
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TNT vs InnoDB: TPCC

- GRS
— TNT
« TPMCYEInnoDBFI2f%5 /4 (72588. 891 vs 36160. 988) ;

« FARTPSEABONEEE, H2 5 InnoDBik & fr Z#E ;

— InnoDB
o RUFEANENLE 7T A R

o InnoDBRJVAMLEEHF TSHZH, ARMBEUIHIE;

* %%iﬁlﬁﬁ
— 1innodb flush log at trx commit = 0;
— binlog ignore db



)

MaE 5 R

«  MySQL
— MySQLEHE FEAEH )z

e InnoDB
— InnoDBfifitg 5| 2 HAEML A, A AR ZAL;

« TNTB|%&
— BHFEHA, HHXTT InnoDBA IhEEILH,

* In-Memory MVCC; Row Cache; Compression; ...

— EMERH, FRIH B InnoDBEE 4 4 BE ;

— 2013-06-30, ¥ &KA05E—PGARRA;
. THELHGT vs MEESHRAL
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Peter Zaitsev, InnoDB Architecture and Internals.
Peter Zaitsev, InnoDB Architecture and Performance Optimization.
Heikki Tuuri, InnoDB: Architecture, Status, and New Featuers.

DB-Engines, DB-Engines Ranking

DB-FEngines, Method of calculating the scores of DB-Engines Ranking

Chinalnix, HUEERTE 5FK AT AUHEE FE PEILE 25



http://db-engines.com/en/ranking
http://db-engines.com/en/ranking_definition
http://database.chinaunix.net/a2011/0629/1211/000001211050_1.shtml

Questions?
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